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Abstract

Ideology is central to understanding the behavior of U.S. Supreme Court Justices. The two most widely used measures of
judicial ideology—Martin—Quinn and Segal-Cover scores—each have limitations. We propose an alternative approach that
leverages large language models (LLMs) to estimate ideology scores for Justices from 1925 to the present. Using ChatGPT-5,
we generate static and dynamic scores for Justices identified as shifting ideologically. Our scores strongly correlate with
existing measures but are not mere reproductions, and they exhibit high replicability across iterations. These findings suggest

LLMs provide a promising new tool for generating valid and reliable measures of judicial ideology.
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The study and measurement of ideology is central to ques-
tions across the social sciences (Di et al., 2025). This is
especially true in the context of the U.S. Supreme Court, as
nearly all of the central questions in the scientific study of the
Court require a valid measure of judicial ideology. One of the
most enduring debates concerns what motivates judicial
behavior. Early scholarship framed this as a contest between
legal formalists, who argued that justices decide cases on the
basis of clear readings of the law and precedent (Schauer,
1987), and legal realists, who contended that legal rules are
indeterminate and that justices’ decisions are driven by their
personal ideologies (Frank, 1931). These debates later
evolved into questions of whether justices are motivated by
sincere ideological preferences (Segal & Spaeth, 2002) or by
strategic considerations shaped by institutional constraints
(Epstein & Knight, 1998; Murphy, 1964). Scholars are not
only interested in whether ideology influences justices’ de-
cisions on the merits but also in how it shapes procedural
votes, certiorari decisions, and interpersonal relationships
among the justices (Armaly & Schoenherr, 2025; Black &
Owens, 2009; Boucher & Segal, 1995; Lax & Kelly, 2015;
Maltzman & Walhbeck, 1996). Answering such questions
requires a reliable measure of judicial ideology. Another
fundamental area concerns how the Supreme Court navigates
separation-of-powers dynamics (Clark, 2009b; Mark & Zilis,

2018a, 2018b; Thrower, 2017), which depends on under-
standing the Court’s ideological composition and how it
relates to the ideological positions of the other branches of
government. Likewise, questions about the extent to which
the Court is polarized (Clark, 2009a), how the public re-
sponds to polarization on the Court (Jessee et al., 2022;
Malhotra & Jesse, 2014), and how social groups may fa-
cilitate polarization (Komatsu & Collins, 2025) all require
valid measures of judicial ideology.

In short, it is difficult to find examples of scientific studies
of the Supreme Court that do not depend, in some way, on
measuring ideology (Bailey, 2017). Considering the im-
portance of ideology, it is unsurprising that scholars of the
Supreme Court have been interested in developing valid and
reliable measures of Supreme Court justice ideology
(Pritchett, 1941). The existing research has largely settled on
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two different measures of Supreme Court ideology. The first
is the Segal & Cover (1989) scores, developed using pre-
confirmation content analyses of major newspapers. The
Segal-Cover scores have been widely adopted and cited in
over 2,000 studies. The second is the Martin & Quinn (2002)
scores, which are based on observed voting coalitions. The
Martin-Quinn scores are also widely adopted, have been
cited in over 1,700 studies, and have inspired many other
vote-based measures of judicial ideology (Bailey, 2013;
Hansford et al., 2019, 2022; Kovac, 2019; Lauderdale &
Clark, 2012). While these scores are widely adopted and
cited, they each have limitations.

In an effort to develop a measure of Supreme Court
ideology that addresses the limitations of the Segal & Cover
(1989) and Martin & Quinn (2002), we turn to large language
models (LLMs). Specifically, we build on recent research
that uses LLMs to estimate Congressional ideology scores
(Wu, Nagler, Tucker, et al., 2023), executive agency
ideology scores (Napolio, 2025), and the positions of po-
litical parties (Bol & Bono, 2025; Di et al., 2025). Extending
this line of work, we estimate an ideology score for each
Supreme Court justice confirmed since 1925. We produce
static ideology scores and dynamic ideology scores for the set
of justices identified as showing a clear ideological change
over the course of their tenure.

To generate these scores, we designed a carefully con-
structed prompt that instructs ChatGPT to evaluate the rel-
ative ideology of pairwise combinations of justices along a
liberal—conservative scale. We then use these pairwise
comparisons to estimate a Davidson model, which produces
ideology scores for all justices. Finally, we validate the re-
sulting scores by comparing them to the Segal-Cover and
Martin-Quinn ideology scores as well as the justices’ voting
behavior.

The holistic approach used by ChatGPT offers several
advantages over other measures of justices’ ideology. First, it
draws on a much broader range of information than the Segal
& Cover (1989) scores, which are based on newspaper ed-
itorials. Second, unlike the Martin & Quinn (2002) scores,
which are based on justices’ votes, our method limits en-
dogeneity by incorporating information beyond observed
voting patterns. Third, our ideology scores are reproducible
and replicable, as other scholars can apply the same prompt to
ChatGPT-5 and obtain comparable results. Taken together,
this work provides a new tool for studying a central aspect of
judicial politics and opens up new avenues for measuring
ideology in the context of the Supreme Court and potentially
other judiciaries.

|I. Measuring the Ideology of Supreme
Court Justices

Developing valid and reliable measures of the ideology of
Supreme Court justices is central to the study of judicial

politics because it is an essential variable in nearly all studies
of the Supreme Court. However, measuring ideology is not a
simple task, and this is especially true in the context of
Supreme Court justices. Ideology is a latent concept that
researchers cannot directly observe and therefore must
measure using proxies (Wu, Nagler, Tucker, et al., 2023). In
other contexts, researchers have relied on candidate com-
munications, party platforms, or manifestos to estimate
ideology (Gabel & Huber, 2000; Kaslovsky & Kistner, 2024;
Sim et al., 2013). The same approach is not possible in the
case of Supreme Court justices. The justices do not disclose
their positions, even when asked during confirmation hear-
ings (Collins & Ringhand, 2013; Farganis & Wedeking,
2011), and when giving public speeches they do not re-
veal their ideological leanings, instead presenting themselves
and the Court as non-ideological, legalistic decision-makers
(Glennon & Logan, 2019; Krewson, 2019). Therefore,
scholars interested in measuring the ideology of Supreme
Court justices must rely on other sources.

Pritchett (1941) made the earliest attempt to measure the
ideology of Supreme Court justices. He did so by analyzing
the voting choice and the resulting coalitions of the justices in
non-unanimous cases. He then scaled this information onto
an ideology space. His results demonstrated that justices
appointed by presidents of the same political party tended to
vote and ultimately scale together on an ideological space,
thus providing the first quantitative support for the theories of
legal realism.

While there has been considerable research attempting to
produce valid measures of Supreme Court justice ideology
since Pritchett (1941) (see for example, Benesh, 2017;
Westerland, 2024), two measures have received wide
adoption in the contemporary literature: The Segal & Cover
(1989) scores and the Martin & Quinn (2002) scores.

The Segal & Cover (1989) scores are based on content
analysis of editorials from four major newspapers (later
expanded to six (Segal et al., 1995)) discussing individuals
appointed to the Supreme Court. Each paragraph about a
nominee is coded as conservative, liberal, or moderate, and
these classifications are aggregated across editorials to
produce a score ranging from 0 (unanimous belief the
nominee is conservative) to 1 (unanimous belief the nominee
is liberal). The key advantage of the Segal & Cover (1989)
scores is that they evaluate justices before they join the
Supreme Court. This means they are completely independent
of observed judicial behavior and therefore do not introduce
endogeneity biases when analyzing judicial decision-making
(Bonica et al., 2017; Bonica & Sen, 2021). While being
orthogonal to judicial behavior is a desirable feature, the
scores also have serious limitations.

The primary limitation is that they are based on very
limited information. For some nominees, such as Whit-
taker, Goldberg, and Marshall, their scores are based on
just two editorials, while the median nominee receives six
editorials. Further, there are inconsistencies in the number
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of newspapers analyzed for each nominee (Segal et al.,
1995, p. 814).

Although the fact that the Segal & Cover (1989) scores are
not based on any observed behavior as a Supreme Court
justice can be considered a strength, it can also be viewed as a
weakness. The institutional setting of the Supreme Court is
unique in that, compared to other courts and legal positions,
justices are relatively unconstrained and have control over
the cases they hear (Kastellec & Lax, 2008; Zorn & Jennifer,
2010). Further, there is evidence that these different insti-
tutional contexts shape the decision-making behavior of
lower-court judges (Badas, 2025; Black & Ryan, 2016; Klein
& Hume, 2003). As a result, pre-Supreme Court behavior
may be less informative about a justice’s expressed ideology
once on the Court. David Souter provides perhaps the best
example. At the time of his confirmation, Republicans
considered Souter to be “a home run for conservatism,”’
largely on the basis of his experience on the First Circuit
Court of Appeals and the New Hampshire Supreme Court.
However, as a justice, Souter disappointed conservatives and
ended up being much more liberal than anticipated (Hitt,
2013), leading conservatives to increase their scrutiny of
Supreme Court nominees.” Nor was Souter the only justice to
deviate from expectations. Sandra Day O’Connor, Anthony
Kennedy, John Paul Stevens, Harry Blackmun, and Earl
Warren (whom President Eisenhower described as the
“biggest damn fool thing” he had ever done (Schwartz,
1997)) all displayed ideological trajectories different from
what was anticipated (Hitt, 2013).

Another limitation of the Segal & Cover (1989) scores is
that they are static and do not evolve over time. Research
suggests that some justices’ ideologies shift during their
careers (Epstein et al., 2007; Owens & Justin, 2012). If
justices’ ideologies do change, the static nature of the Segal
& Cover (1989) scores represents a limitation as a measure of
Supreme Court ideology.

The Martin & Quinn (2002) scores use an item response
model to estimate dynamic ideal points for each justice after
every Supreme Court term, analyzing voting patterns to place

them on an ideological scale. The main advantage of this
approach is that it is based on observed behavior rather than
proxies such as newspaper editorials. It also appropriately
captures the institutional context by relying on behavior
within the Supreme Court itself, rather than attempting to
infer how individuals might act in a different institutional
setting. Another advantage is that the Martin & Quinn (2002)
scores are dynamic, allowing justices’ ideologies to shift
across their tenure.

However, relying on observed votes is also a limitation of
the scores. This is because it introduces endogeneity when
researchers analyze case outcomes, one of the most common
dependent variables in studies of the Supreme Court (Bonica
& Sen, 2021; Farnsworth, 2007; Martin, 2005). Endogeneity
arises because the Martin & Quinn (2002) ideology scores
are themselves based on votes and are then used to predict
votes. In this context, the dependent variable and the inde-
pendent variable are essentially the same. This introduces
bias into models that use the Martin & Quinn (2002) scores to
predict vote choice. Figure 1 highlights the problem of
endogeneity.

The Martin & Quinn (2002) scores have other limitations.
Specifically, they treat each case with the same voting co-
alition as equally relevant and salient for measuring ideology.
This can be problematic. Consider (1973) and

(1972). Both cases were
decided 7-2 with the same voting coalition in the same term.
As a result, the model estimated by Martin & Quinn (2002)
treats them as providing equivalent ideological information.
However, it is clear that these cases do not provide the same
information about ideology. created a consti-
tutional right to abortion, and abortion politics have become
central to party conflict and ideological divisions in the
United States (Carsey & Layman, 2006). By contrast,

addressed a technical dispute over
due process in the context of traffic violations. This limitation
arises because the technique relies exclusively on observed
votes, without incorporating information about the issues at
stake in each case or the broader political context. Ideally, a

Figure |. Endogeneity between judicial decisions and judicial ideology in Martin & Quinn (2002) ideology scores
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measure of Supreme Court ideology would be able to make
such distinctions.

While the Segal & Cover (1989) and Martin & Quinn
(2002) scores remain the most commonly used in contem-
porary studies of the Supreme Court, scholars have recently
developed alternatives. Bonica et al. (2017) estimate judicial
ideology, including scores for Supreme Court justices, using
campaign finance data. However, in the context of the Su-
preme Court this measure is limited, as it relies on indirect
imputation methods because justices do not make campaign
donations (Truscott & Romano, 2025). Truscott & Romano
(2025) analyze the language justices use in their opinions to
assign ideology scores. Yet, due to the highly technical
nature of judicial opinions, it may be more difficult to derive
ideological positions from them compared to other texts
(Rice & Zorn, 2021). Moreover, the Truscott & Romano
(2025) scores are available only for justices who served
during the Roberts Court, making it difficult to investigate
long-term trends in Supreme Court decision-making.

In summary, the effort to measure judicial ideology has
been central to the study of judicial politics from the early
1940s to the present. The two most widely used measures to
emerge from this research are the Segal & Cover (1989)
scores and the Martin & Quinn (2002) scores.” Each has
provided important insights and become foundational in the
field. Yet both also face significant limitations that, in dif-
ferent ways, constrain the inferences scholars can draw about
judicial ideology and judicial behavior.

2. Using Large Language Models to
Measure Ideology

In an attempt to remedy the limitations of existing Supreme
Court ideology scores, we propose a new measure of Su-
preme Court justice ideology that relies on large language
models (LLMs), specifically ChatGPT-5, to generate
ideology scores for each of the justices. This approach fol-
lows the research of scholars working in other institutional
contexts. Wu, Nagler, Tucker, et al. (2023) estimate issue-
specific ideology scores for members of Congress using
ChatGPT. They show that the ChatGPT generated scores
predict voting behavior very well. Napolio (2025) estimates
static and dynamic ideology scores for executive agencies.
His research shows that the ChatGPT scores are strongly
correlated with existing measures, but offer unique advan-
tages. Bol & Bono (2025) and Di et al. (2025) demonstrate
that ChatGPT can accurately identify the ideological posi-
tions of political parties in complex, multi-party systems.
Scholars have begun relying on ChatGPT to measure
ideology because it offers several key advantages. Primarily,
ChatGPT is able to synthesize information from a broad
corpus of sources. While the Segal & Cover (1989) scores
rely on newspaper editorials from only four outlets, and the
Martin & Quinn (2002) scores focus solely on vote

directionality, ChatGPT has been trained on hundreds of
billions of texts (Wu, He, Liu, et al., 2023), including relevant
material such as social science research, legal scholarship,
judicial opinions, media coverage, public speeches by jus-
tices, and historical biographies. This breadth allows
ChatGPT to leverage a diverse set of information in making
ideological comparisons across justices.

For example, rather than relying on only four newspapers,
ChatGPT can draw on the full range of coverage across all
major outlets. Similarly, rather than limiting measurement to
the directionality of votes, ChatGPT can incorporate the
reasoning and content of opinions, as well as the political and
legal salience of issues. In doing so, it can weight cases more
appropriately,® likely treating landmark decisions such as

(1973) as more central to ideology than less
salient cases such as (1972).

Another advantage of this approach is that ChatGPT’s
reliance on such a broad corpus of information helps to
mitigate problems of endogeneity. While the scores it gen-
erates do take account of votes, they go well beyond vote
directionality and incorporate a broader set of information,
including commentary on votes that is often one-step re-
moved from, and more detailed than voting to affirm or
reverse in any given case. As a result, the ChatGPT scores are
not a simple reflection or reproduction of votes or case
outcomes and therefore the endogeneity is severely limited.

Overall, the breadth of information ChatGPT can draw
upon when generating ideology scores or making ideological
comparisons, combined with its demonstrated ability to
produce accurate and reliable ideology measures in other
political contexts, makes it a useful tool for assessing the
ideology of Supreme Court justices.

3. Estimating Ideology for Supreme Court
Justices Using Large Language Models

3.1. Static Scores Supreme Court Justice
Ideology Scores

We outlined the strengths and weaknesses of existing
measures of Supreme Court justice ideology and argued that
large language models (LLMs) offer a promising alternative.
To implement this, we compiled a list of all Supreme Court
Justices nominated and confirmed since 1925 and generated
every possible pairwise combination of Justices. We up-
loaded this list to ChatGPT-5 and asked it to identify which
justice in each pair was more conservative.® The prompt read:
“Indicate which justice is more conservative based on his-
torical classifications in legal scholarship, social science
literature, media coverage, and judicial decisions. Use a
nuanced, continuous ideological scale with many possible
values rather than broad categories like ‘liberal,” ‘moderate,’
and ‘conservative.’ If the justices appear equally conserva-
tive, list ‘Tie’ as the result.” The prompt development was
informed by other studies that use LLMs to conduct similar
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analyses in other contexts’ (Napolio, 2025; Wu, Nagler,
Tucker, et al., 2023).

To ensure that ChatGPT drew from credible sources, we
instructed it to rely explicitly on legal scholarship, social
science literature, media commentary, and judicial opinions.
We also emphasized the need for a nuanced, continuous scale
to better capture the complexity and variation in judicial
ideologies. Our goal was to avoid simplistic classifications—
for example, assuming that justices appointed by Republi-
cans are conservative and those appointed by Democrats are
liberal—without accounting for ideological variation within
parties (Sennewald et al., 2017).®

Once ChatGPT completed the task of indicating which
justice in each pair was more conservative, we used the
resulting comparisons to estimate a Davidson (1970)
model, which extends the Bradley-Terry model to in-
corporate the possibility of ties and treats ties as their
own unique outcome. The Bradley-Terry model is a
widely used statistical approach for analyzing pairwise
comparison data and has been applied in previous
research to estimate ideological positions in similar
contexts (Hopkins & Hans, 2022; Loewen et al., 2012;
Napolio, 2025; Wu, Nagler, Tucker, et al., 2023). In this
model, each justice is assigned a latent ideological score,
and the probability that one justice is judged more
conservative than another depends on the difference in
their scores. The greater the difference, the more likely
the model is to predict a particular outcome, allowing us
to recover a ranked and scaled measure of ideological
conservatism across all Justices. Once we derive the
scores, we transform them into the expected probability
that a justice would be viewed as more conservative in
any given pairwise comparison. For example, a value of
1 would indicate that the justice would be expected to be
determined to be more conservative in any given com-
parison, a score of .5 would indicate that the justice
would be anticipated to have an average probability of
winning a given match up of .5. Because our pairwise
data have some separation—Justice Thomas is always
deemed more conservative and Justice Marshall is never
deemed more conservative—we include a small (.1)
penalty when estimating the model (Firth, 1993).

Figure 2 presents the results of our Davidson model. The
estimates indicate that Clarence Thomas is the most con-
servative Justice, followed by William Rehnquist, Samuel
Alito, and Antonin Scalia. On the liberal end of the spectrum,
Thurgood Marshall is the most liberal Justice, followed by
William Brennan and William O. Douglas.

3.2. Validation of ChatGPT Scores

We have derived estimates of Supreme Court justice
ideology by leveraging ChatGPT, but are these ideology
scores valid? In an attempt to answer this question we
compare our scores derived from ChatGPT to other

measures of Supreme Court justice ideology,” specifi-
cally career median Martin-Quinn scores,'® Segal-Cover
scores, and career conservative voting percentages.

Figure 3 presents scatter plots comparing the ChatGPT-
derived ideology scores with existing measures of Supreme
Court justice ideology. Across all comparisons, there is a
strong correlation. The correlation between the ChatGPT
scores and the median Martin—Quinn scores is 0.91; the
correlation with the Segal & Cover (1989) scores is 0.72; and
the correlation with justices’ career conservative vote share'’
is 0.89. For comparison, the correlation between the career
median Martin & Quinn (2002) score and the career con-
servative vote share is 0.88, and the correlation between the
Segal & Cover (1989) score and the career conservative vote
share is 0.71. Taken together, these results suggest that the
ChatGPT-based measure aligns closely with established
indicators, providing evidence that it is a valid measure of
Supreme Court ideology and performs as well as, or better
than, the standard measures in predicting career voting be-
havior. This is evidenced by the fact that the ChatGPT
ideology scores have the highest correlation between a
justice’s career conservative voting percentage than the other
measures analyzed here.

While the strong correlations support the validity of
our ChatGPT-based measure of ideology, we emphasize
that this measure is not simply a reproduction of existing
ideology scores. Such replication would be expected if
ChatGPT primarily relied on those scores when deter-
mining which justice was more conservative in each
pairwise comparison (Napolio, 2025). However, there is
evidence that this is not the case. First, none of the
correlations are perfect. Second, there are meaningful
deviations in the justice rankings produced by ChatGPT
compared to those of the established measures. On av-
erage, the ChatGPT-based rankings deviate by 9.71 po-
sitions from the Martin-Quinn scores, 4.95 positions
from the Segal-Cover scores, and 9.66 positions from the
career conservative vote share measure.'? Third, when
prompted to identify the sources it relied upon in making
these determinations, ChatGPT reported using a range of
materials, including legal scholarship, judicial opinions,
and media coverage—not merely existing ideology
scores. Together these three points give us confidence
that our ChatGPT measure of Supreme Court justice
ideology is a novel estimation of Supreme Court justice
ideology and not merely a reproduction of existing
scores.

3.3. Replication of ChatGPT Ideology Scores

One potential limitation of the ChatGPT-based Supreme
Court justice ideology scores is concern about replicability,
as large language models like ChatGPT may produce dif-
ferent responses to similar—or even identical—prompts
across sessions (Franc et al., 2024; Herrera-Poyatos et al.,
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Figure 2. Davidson model results: Supreme Court Justice ChatGPT ideology scores. Black squares represent the point estimate and the

shaded grey region represent * one standard error

2025; Sclar et al., 2023). To assess the robustness of our
estimates, we replicated our process five times. For each
replication, we initiated a new chat session and instructed
ChatGPT to disregard any prior conversations. Another po-
tential concern is about replicability across various LLMs.
There are many LLMs currently available for use and each is
trained using a different set of materials. This may or may not
produce differences in results depending on which LLM an
individual chooses to use (Kornblith et al., 2019; Liang et al.,
2019). To further demonstrate the robustness of our approach,
we replicated our entire process using the Claude LLM.
Figure 4 presents a correlation matrix comparing the
original ideology scores to those generated in each of the
five ChatGPT replications and the Claude replication.
The results demonstrate a high degree of consistency.
Correlations between the original scores and the
ChatGPT replications range from 0.92 to 0.98, with an

average correlation of 0.96. While there is some varia-
tion in the relative ordering of Justices, the rank devi-
ations remain modest: the mean rank differences are
1.64 for replication one, 4 for replication two, 2.06 for
replication three, 3.2 for replication four, and 1.11 for
replication five. This suggests strong reliability across
multiple iterations of the generative processing. Like-
wise, we observe a strong correlation of 0.90 between our
initial ChatGPT scores and scores obtained using Claude
and the relative ordering is consistent with an average
deviation of 4.22 between the ChatGPT-based rankings
and the Claude-based rankings.

The fact that ChatGPT was able to reproduce the ideology
scores across five independent sessions and a different model
with high correlation and relatively small ranking deviations
provides strong evidence of the measure’s replicability. As
large language models continue to develop, we anticipate that
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Figure 3. Comparisons between ChatGPT Ideology scores and other measures of justice ideology. Black line is a loess line

cross-session, and cross-model consistency will further
improve.

3.4. Dynamic Supreme Court Justice Ideology Scores

We have outlined the strengths and limitations of existing
measures of Supreme Court justice ideology and argued that
large language models (LLMs) offer a promising alternative.
Using LLMs, we estimated static ideology scores for all
Justices who served between 1925 and the present day.
However, a key question remains: what if judicial ideology is
not static but dynamic?

The Martin-Quinn scores are a widely used example of
dynamic ideology measures, updated after each Supreme
Court term. An examination of individual justices’ Martin-
Quinn scores over time reveals substantial ideological shifts
for many justices, as illustrated in Figure 5.

Scholars have investigated the causes of these apparent
ideological shifts, attributing them to changes in personal
beliefs, strategic behavior, or cognitive or institutional in-
fluences (Epstein et al., 2007; Owens & Justin, 2012).
However, other researchers remain skeptical of the ideo-
logical drift hypothesis. They argue that term-to-term vari-
ation in Martin-Quinn scores may reflect methodological
limitations, changes in the Court’s docket, or broader shifts in

Figure 4. Comparisons between ChatGPT ideology scores and five replications
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Figure 5. Martin-Quinn scores across justice tenure

political party positioning rather than genuine ideological
movement by individual justices (Bailey, 2013; Baum &
Neal, 2019; Farnsworth, 2007; Kastellec & Lax, 2008). As
such, the existence of ideological drift should not be
assumed.

To help adjudicate whether justices exhibit ideological
drift, and if so, which justices do so, we relied on ChatGPT.
Specifically, we provided ChatGPT with a list of justices to
serve since 1925 and asked “Scholars are interested in the
ideologies of Supreme Court Justices. Can you tell me which
of the justices have shifted their ideologies over their tenure
on the Supreme Court?” Based on the prompt, ChatGPT
identified the justices in Table 1 as shifting their ideologies
over the course of their career.

In an attempt to validate the Justices identified by
ChatGPT as having a dynamic ideology, we estimate two
linear probability models.> The first predicts the justice
being classified as having a dynamic ideology as a function of
the standard deviation of the Justice’s Martin & Quinn (2002)
scores. The second predicts the justice being classified as
having a dynamic ideology as a function of the standard
deviation of the Justice’s Bailey (2013, 2021) ideology
scores. The Bailey (2013, 2021) ideology scores are similar
to that of Martin & Quinn (2002), but make different as-
sumptions about the nature of ideological drift that is meant
to minimize year-to-year differences based on non-
ideological factors such as the changing of the Court’s
docket. Specifically, the Bailey (2013, 2021) ideology scores

allow the case cutpoints to move and identifies the movement
with relation to the justice’s over time positions, while the
Martin & Quinn (2002) scores assume a static case cutpoint.
This assumption makes the Bailey (2013, 2021) an especially
good measure to validate classification as dynamic or not.
The results are presented in Table 2 and Figure 6, support the
validation of ChatGPT’s classification of the justices as either
dynamic or not. The Martin & Quinn (2002) scores predict
classification well (coef = 0.031, = 0.072) and the Bailey
(2013, 2021) scores predict classification exceptionally well
(coef = 1.44, < 0.001). This gives us confidence that the
classifications made by ChatGPT are valid.

Once ChatGPT identified the Justices who exhibited
ideological change over the course of their tenure, we asked it
to: “Create a yearly ideology score for the Justices identified.
Rely on legal scholarship, social science literature, media
coverage, and judicial decisions.'* Do not assume any kind of
linear relationship in shift."> Consider year-to-year variation
in the training material and report on that.”

For Justices who did not display ideological change, we
asked ChatGPT to generate a single, static ideology score
using the same sources of information and the same scale as it
did for the Justices identified as dynamic. This ensures that
the static Justices and the dynamic Justices remain on the
same scale.

Using the full set of ideology scores—both dynamic and
static—we created a comparison set for every possible
combination of Justices. In each comparison, ChatGPT then
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Table I. U.S. Supreme Court Justices With Documented Ideological Shifts (since 1925)

Justice

Direction of shift

Harlan Fiske Stone
Hugo Black

Felix Frankfurter
William O. Douglas
Frank Murphy
Robert H. Jackson
Earl Warren

Byron White

Harry Blackmun
Lewis F. Powell Jr.
Sandra Day O’Connor
Anthony M. Kennedy
David H. Souter
John Paul Stevens

Liberal more liberal
Liberal more conservative
Liberal more conservative
Liberal more liberal
Liberal more conservative

Moderate liberal centrist
Moderate conservative liberal
Liberal more conservative
Conservative  liberal
Conservative moderate liberal

Conservative centrist
Conservative moderate liberal conservative
Conservative liberal

Moderate conservative liberal

identified which justice was more conservative based on the
score it had previously created. We then estimated a Da-
vidson model to uncover the latent ideological scale. The
scale ranges between 0 and 1, and can be interpreted as the
average win probability that a justice would have across all
potential comparisons. These dynamic ideology scores are
presented in Figure 7.

3.5. Validation of Dynamic ChatGPT Ideology Scores

We have estimated dynamic Supreme Court justice ideology
scores for those Justices identified by ChatGPT as having
shifted their ideologies over the course of their careers. But
are these valid measures of dynamic ideology? To evaluate
their validity, we compared the dynamic ideology scores
produced by ChatGPT and the Davidson model to the well-
established Martin-Quinn scores. Figure 8 presents the re-
sults of this comparison. To facilitate comparison across
years on the Court, we rescale the Martin-Quinn scores to

Table 2. Linear Probability Models: Validation of Dynamic
Classification

(N (2)
Martin-Quinn Bailey
Standard deviation: Martin-Quinn 0.301*
(0.163)
Standard deviation: Bailey | 444
(0.397)
Constant 0.166 0.0162
(0.120) 0.121)
Observations 4] 35

Standard errors in parentheses.
Two-tailed test. * p = 0.072, ** p < 0.01, ¥ p < 0.001.

range between 0 and 1 to have a common range with our
ChatGPT-based scores.

The comparison suggests strong validity for the ChatGPT-
based dynamic ideology scores. The overall correlation
between the ChatGPT and Martin—Quinn scores is 0.756,
indicating a high degree of agreement between the two
measures. Looking specifically at within-justice correlations,
the median correlation is 0.729 and the average is 0.659. The
range extends from a high of 0.93 for Justice Harry Blackmun
to a low of 0.011 for Justice Frank Murphy. These findings
show that ChatGPT-5 can produce dynamic ideology scores
that are strongly correlated with, but not mere reflections of,
the Martin—Quinn scores and provide further evidence for the
use of LLMs to generate meaningful dynamic measures of
Supreme Court justice ideology.

3.6. Replication of Dynamic ChatGPT Ideology Scores

Aware of concerns about ChatGPT and replicability across
prompt processing, we further validate our scores by repli-
cating our entire process five additional times. Table 3
presents the results of ChatGPT’s ability to identify which
justices displayed a dynamic ideology over their tenure. The
replication results are encouraging. Of the 14 justices
identified in our initial processing of dynamic scores, half
appear in every iteration of the replication process, and the
median number of appearances is 5.5. Across replications,
only three additional justices were identified; in two cases,
these justices appeared in a single iteration, and in one case,
the justice appeared in two iterations. These results suggest
that ChatGPT can consistently identify which justices display
dynamic ideologies over their tenure. In the following an-
alyses, we focus on the justices identified in our first iteration
of scores as we continue to validate these results.
Furthermore, aware that different LLMs potentially make
different choices, we replicated our dynamic ideology
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Figure 6. LPM results. Histogram represents the distribution standard deviation of the appropriate ideology score

Figure 7. ChatGPT Supreme Court justice dynamic ideology scores with shaded area indicating + one standard error
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Figure 8. Comparison of dynamic ChatGPT Ideology and Martin-Quinn ideology

classification using Claude. Of the 14 justices identified by
the first generative process by ChatGPT as having dynamic
ideologies, Claude agreed with nine of these classifications.
Beyond the 14 justices identified by ChatGPT, Claude
proposed three additional justices, Harold Burton, Tom
Clark, and Charles Evan Hughes. In total, the first iteration of
our ChatGPT dynamic classifier and Claude agreed on 37 of
the 44 or 84% of justices serving during the period covered in

Table 3. Classification of Having Dynamic Ideology Replication

the analysis presented here. The general agreement between
the two different LLMs in classifying the justices as having
static or dynamic ideologies gives us greater confidence that
our generative processes are robust and replicable across
different LLM software.

For the initial 14 Justices identified as having a dynamic
ideology, their primary scores, replication scores, and the
Claude scores are presented in Figure 9. The results show a

Justice Times classified by ChatGPT

Included in VI scores Classified as dynamic by Claude

Harry Blackmun
Felix Frankfurter
Anthony M. Kennedy
Sandra Day O’Connor
David Souter

John Paul Stevens
Byron White

Earl Warren

Hugo Black

Robert H. Jackson
Frank Murphy

Lewis F. Powell
Owen Roberts
Harlan Fiske Stone
William O. Douglas
William Brennan
William Rehnquist
Harold Burton

Tom Clark

Charles Evan Hughes

O OO — —DNNMNNNMNNDNWUITONONO O O 68 O

Yes Yes
Yes Yes
Yes Yes
Yes Yes
Yes Yes
Yes Yes
Yes No
Yes Yes
Yes No
Yes No
Yes No
Yes Yes
No Yes
Yes Yes
Yes No
No Yes
No No
No Yes
No Yes
No Yes
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Figure 9. Dynamic ChatGPT ideology scores and replication. Initial scores in black

high degree of consistency across replications, with one
notable exception involving Justice Harlan Fiske Stone. In
one replication, Justice Stone’s scores indicated a marked
shift toward conservatism over time, whereas the other two
estimates suggested a slight shift toward liberalism. The
correlation matrix, presented in Figure 10, further il-
lustrates this consistency. Across the five replications,

correlations range from a high of 0.92 (replication 3) to a
low of 0.84 (replication 4), with an average correlation of
0.89. There is also consistency across ChatGPT and
Claude. The correlation between the ChatGPT and the
Claude range from a high 0of 0.915 to a low 0f 0.7323. The
average correlation between the five replications of
ChatGPT and Claude is 0.71.

Figure 10. Correlation matrix for ChatGPT ideology scores and replications



Artabe and Badas

13

The within—Justice-year correlations are also strong. The
median correlation is 0.906 and the average is 0.784. The
highest observed correlation is 0.98, between Justice John
Paul Stevens’s primary score and the third replication. The
lowest is  0.80, corresponding to the previously noted case
of Justice Harlan Fiske Stone in the third replication. Overall,
ChatGPT’s ability to replicate the dynamic ideology scores
with such consistency increases our confidence in both the
validity and reliability of these measures.

4. Conclusions

Measuring the ideology of Supreme Court Justices is a
foundational task for scholars of judicial politics. Without a
reliable and valid measure of judicial ideology, it is difficult
to address core questions of judicial behavior. While the two
most commonly used measures of Supreme Court ideology
have many strengths, they also face key limitations. The
Martin & Quinn (2002) scores are vote-based, which is
problematic because it introduces endogeneity when the
scores are used as independent variables to predict vote
choice—one of the most common outcomes studied in the
literature. By contrast, the Segal & Cover (1989) scores are
based on pre-confirmation newspaper coverage. This ap-
proach limits the endogeneity problem, but it introduces
other limitations. Most importantly, the scores rely on a
narrow range of information. Segal & Cover (1989) analyze
editorials in four newspapers, later expanded to six (Segal
et al., 1995). Many nominees had only a handful of editorials
published about them—for example, nominees Whittaker,
Goldberg, and Marshall each had just two, and the median
nominee had six. This scarcity of information is compounded
by the fact that editorials can only assess a nominee’s per-
ceived ideology through their behavior in prior positions.
Yet, the Supreme Court is a very different institutional
setting, where Justices face far fewer constraints than judges
or attorneys in lower positions. In this less constrained en-
vironment, individuals may behave quite differently than
they did before. Finally, the Segal & Cover (1989) scores are
static and do not change over the course of a Justice’s career.
If the initial editorial assessments were inaccurate, or if a
Justice’s ideology shifts over time or adapts to the institu-
tional context of the Court, there is no way for the measure to
capture that change.

Aware of the limitations of the Martin & Quinn (2002)
and Segal & Cover (1989) scores, we set out to generate a
measure of Supreme Court justice ideology that limits
these shortcomings. To this end, we relied on a large
language model (LLM), specifically ChatGPT-5, to make
ideological comparisons of all Justices who have served
since 1925. Using ChatGPT to measure ideology offers
several advantages. First, it has produced valid measures
of ideology in other contexts, such as Congress and
executive agencies (Napolio, 2025; Wu, Nagler, Tucker,
et al., 2023). More directly addressing the limitations of

existing Supreme Court ideology scores, ChatGPT draws
on a far broader set of information. Whereas Segal &
Cover (1989) and Segal et al. (1995) rely on newspaper
editorials from only four to six outlets, ChatGPT can
synthesize information from a broad set of sources.
These include newspaper commentary, law reviews, a
wide range of academic literature, and both the Justices’
votes and the reasoning in their opinions. As a result,
ChatGPT is not confined to judicial votes in constructing
ideology scores. Because its scores incorporate infor-
mation beyond votes, they minimize the endogeneity
problem that arises when using the Martin & Quinn
(2002) scores as predictors of judicial behavior.

Using ChatGPT, we generated two sets of ideology
scores: a set of static scores and a set of dynamic scores. The
static scores assign each justice a single, unchanging score
for the entirety of their career. For the dynamic scores, we
asked ChatGPT to identify Justices who displayed ideo-
logical changes over the course of their careers. We validated
this classification by showing that being identified as dy-
namic was predicted by the standard deviation in a justice’s
Martin & Quinn (2002) and Bailey (2013) scores. For these
dynamic Justices, we then estimated yearly ideology scores,
while for static Justices we estimated career-long scores, all
on the same scale.

We validated both sets of ideology scores and demon-
strated their reliability. Validation came from showing that
the ChatGPT scores are strongly correlated with existing
measures of judicial ideology. Importantly, while the cor-
relations are high, the ChatGPT scores are not mere repro-
ductions of existing measures; they provide additional
information beyond what current approaches capture. We
assessed reliability by replicating the entire score-generating
process five times for each type of score and one additional
time using a different LLM. The ideology scores and their
replications were strongly correlated with one another,
demonstrating the reliability of the generative method and
LLM used.

While we hope that scholars will make use of our ideology
scores in future research, we recognize important limitations.
First, ChatGPT is a black-box language model, and the
precise corpus used to train it is not publicly known (Napolio,
2025). Although we directed ChatGPT to rely on legal
scholarship, social science literature, media commentary, and
judicial opinions, we cannot evaluate the full range of content
it drew upon when generating the ideological comparisons in
this paper. Second, large language models such as ChatGPT
are continually evolving, with new versions released fre-
quently (Wu, He, Liu, et al., 2023). As the model changes, its
processing of information may also change in ways that
could yield different ideology comparisons for Supreme
Court Justices.'® For this reason, we recommend that future
scholars replicate Supreme Court ideology scores across
successive LLM releases to ensure robustness and
comparability.
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Notes

1.

https://www.nytimes.com/1990/08/24/us/conservative-says-
sununu-assured-him-on-souter.html.

2. https://www.nytimes.com/2009/05/02/opinion/02rosen.html.

. Our review focuses on the United States Supreme Court and

how scholars have attempted to measure ideology on this
specific court. In other contexts, scholars have used other
approaches to measure judicial ideology. For example Wijtvliet
& Dyevre (2021) interviewed experts to derive measures of
ideology for judges on the General Court of the European
Union and Cope (2025) used a similar approach in the
context of the Court of Appeals. While we do not apply this
method here, we believe this is a useful approach and
future research should consider relying on expert inter-
views as an alternative way to derive measures of Supreme
Court justice ideology.

. Since ChatGPT is a closed-model, we do not have access to the

complete range of training data. However, we generally know
that scholarly works such as articles and books are part of the
training data, as well as media reporting, and other information
related to public discourse. Because salient cases are more
likely to be discussed in these materials, for example

is mentioned in over 85,000 academic articles on
Google Scholar, while is
mentioned in just over 500 academic articles. When looking at
the
7,615 times while
in a single article, we assume that ChatGPT will be more likely
to draw information from salient cases but this is not a point we
can conclusively prove due to the closed-nature of ChatGPT.

news achieve is discussed

is discussed

. We relied on the desktop GUI of ChatGPT. The GUI version of

ChatGPT operates with default system parameters set by
OpenAl, which are not publicly disclosed or user-adjustable.
We ran our prompts in August 2025, shortly after the release of
ChatGPT-5.

. The results are correlated at r = .978 if we instead ask ChatGPT-

5 to identify which justice in each pair was more liberal. These
results are presented in the appendix.

. While it judicial preferences may be multiple dimensional

(Lauderdale & Clark, 2012), we estimate general ideology

10.

11.

12.

scores here. In the appendix, we estimate scores specifically
asking ChatGPT to consider only economic materials and then
another set of scores where ChatGPT considers only civil rights
and civil liberties materials. Because we cannot validate
whether ChatGPT is relying
Therefore, we have less confidence in them and see the po-
tential of issue-specific or multiple dimensional LLM-based
ideology scores as an avenue of future research as LLMs
continue to develop.

on these materials.

. Clearly written prompts with specific instructions—sometimes

called prompt engineering—are essential to obtaining valid
results (Giray, 2023). Small changes in prompt language can
alter the types of responses ChatGPT produces (Atreja et al.,
2024). Valid prompt writing therefore involves a degree of trial
and error. Initially, we asked ChatGPT to make ideological
comparisons without explicitly stating that we sought a con-
tinuous, nuanced scale. This prompt often led to simple clas-
sifications in which Democratic appointees were labeled liberal
and Republican appointees conservative, with no recognition of
the range of ideologies justices may hold. This outcome
prompted us to revise the prompt to include instructions for
generating a broader set of ideological categories. LLMs like
ChatGPT are “black box” models (Napolio, 2025), meaning
that users lack access to the training corpus on which the models
are based. For this reason, we explicitly instructed ChatGPT to
rely on specific types of sources—Iegal scholarship, social
science literature, media commentary, and judicial opinions—
rather than allowing it to draw indiscriminately on its entire
corpus. However, using a narrow prompt that excludes this
request produces ideology scores that are correlated at
0.880 with the scores presented in here. The strong correlation
further demonstrates the robustness of our results across prompt
choices.

. We note that best practices for the validation of new measures

can be theoretically ambiguous. On one hand, demonstrating a
correlation between existing measures can be viewed as vali-
dating the scores, but at the same correlation may render any
measurement innovation moot because the new measure may
seemingly not provide new information beyond existing
measures (Napolio, 2025). Here we believe our positive, but
imperfect, correlations show validity while also showing that
our scores are not mere reproductions of existing measures
(Napolio, 2025).

If we use the career average, the results are substantially
similar. The correlation between ChatGPT ideology scores and
career average Martin-Quinn scores is .91.

Career conservative vote share is measured using the Supreme
Court Database.

The larger difference between our ChatGPT scores and Martin-
Quinn scores and the career conservative vote percentage
measures are likely due to the fine grained nature of these
measures. For these measures, there are never ties in the data.
So the ordering is neater compared to our ChatGPT measure
which includes ties so rankings are bunched on these tied
observations which may inflate the differences when comparing
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across measures. For this reason, the ranked comparison be-
tween our ChatGPT and the Segal-Cover scores is most apt to
show meaningful differences between the scores.

We opt to use linear probability models, because our number
of observations is quite small. Maximum likelihood models,
such as logistic regression models, with a small number of
observations are inefficient (Long, 1997). When using a
logistic regression model, our results are substantively
similar.

Here our prompting strategy differed from that used to generate
the previously discussed static ideology scores. This difference
reflects the distinct data structure required to estimate ideology
for Justice—year observations. For Justices identified as ideo-
logically dynamic, ChatGPT was instructed to generate justice-
yearly ideological scores directly. Consequently, comparisons
among dynamic and static Justices rely on pointwise ideo-
logical placements rather than direct head-to-head pairwise
prompting. In contrast, when generating the static ideo-
logical scores, we did not ask ChatGPT to explicitly
construct an ideological scale or assign numerical values
to the Justices. Instead, we asked ChatGPT to determine
which Justice was more conservative. In practice, how-
ever, ChatGPT appeared to rely on an implicit evaluative
framework in which it constructed an ideological ordering,
assigned relative placements to the Justices, and then
determined which Justice was more conservative. At-
tempts to replicate this same procedure while simulta-
neously generating justice-yearly ideological placements
for dynamic Justices led to difficulty producing the dy-
namic and static measures concurrently. Separating the
estimation tasks allowed ChatGPT to generate more
consistent Justice—year ideological placements while still
relying on the informational and evaluative criteria across
the static and dynamic Justices. This is important because
while our main focus in this section is the development of
dynamic ideology scores, we need to concurrently develop
comparable ideology scores for the Justices identified as
static so that our resulting ideology dataset include scores
for each Justice who was nominated and confirmed since
1925. Although ChatGPT produces numerical ideological
placements—explicitly at our request when generating
dynamic ideology scores and implicitly when evaluating
static comparisons—relying directly on these raw scores
as a measure of ideology would require assuming that the
model generates a stable and cardinally meaningful
ideological scale across prompt iterations. This assump-
tion is difficult to justify because a numerical score as-
signed in one iteration may not be directly comparable to
the same value generated in another iteration. To address
this concern, we employ a generalized Davidson model
that converts these pointwise ideological placements into a
probabilistic comparison framework. Because our
point-wise comparisons have some separation, we include
a small (.1) penalty when estimating the model (Firth,
1993). The Davidson model reduces reliance on the

cardinal interpretation of ChatGPT-generated ideology
scores by estimating the probability that one Justice or
Justice—year would be viewed as more conservative than
another. This approach imposes transitivity across com-
parisons and improves comparability across observations
and prompt iterations. For example, rather than inter-
preting a raw ideological value, the model allows us to
estimate that a Justice such as Kennedy in 1998 would be
expected to be evaluated as more conservative than
comparison Justices in a specific proportion of compari-
sons. To evaluate the reliability of this hybrid scaling
procedure, we replicated the entire estimation process five
times using ChatGPT and once using Claude. Across
replications, we observe strong correlations in the re-
sulting ideological placements, indicating that the pro-
cedure produces stable ordinal ideological rankings
despite potential variation in the underlying numerical
scale. While these replications cannot fully guarantee
equivalence in the latent scale used across prompt itera-
tions, the consistency observed across iterations increases
confidence that the method produces reliable ideological
estimates. Because, LLMs currently struggle with tem-
poral considerations (Underwood et al., 2025), we believe
refining dynamic ideology scores — and specifically re-
lying more directly on dynamic pairwise comparisons — is
a promising avenue for future research as LLMs continue
to improve.

15. We specifically told ChatGPT to not assume a linear re-
lationship because initial results simply creating an
ideology score for the justice’s first year on the Court and
their last year on the Court and created a linear trend to
connect the two points.

16. We note, however, that this project began when ChatGPT-40
was the leading model, and our results from ChatGPT-40 and
ChatGPT-5 are consistent.
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